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Transaction Concept

A transaction is a collection of one or more
operations on one or more data resources,
which reflects a discrete unit of work

- In the real world, this happened (completely) or it
didn®happen at all (Atomicity)

- Can be read-only (e.g. RequestBalance), but
typically involves data modifications

Examples

-~ Transfer money between accounts
- Purchase a group of products

Why Transactior$s

Why are transactions and transaction

processing interesting?

- They make it possible to build high performance,
reliable and scalable computing systems

- The foundation of enterprise @ission criticalO
computing

- Simple programming models solving complex
problems




Programming is simple

Most business operations are really quite
simple
- Sell a book, withdraw cash, book a ticket, trade
stocks, E .
Some database lookups
Some computation
Some database updates

But in the real worldE

Real programming is hard

Real systems have to be fast
Real systems have to scale
Real systems have to be reliable

Real systems have to recover from failure
when it does happen

And real systems are built by the average
programmer




Speed and Scale

Speed
Responding quickly to requests
- Customers can®be kept waiting

Scale

Banks have thousands of ATMs, stores have
hundreds of POS terminals, Web sites can have
many thousands of users

- All demand fast response times

Speed and Scale

Solution is concurrency
- Doing more than one operation at a time
- Processing while waiting for I/O
- Using multiple processors

Problem is concurrency
- Interference between programs

+ Conflicts over shared resources
Can®sell the same seat twice




Reliability

What happens when a computer systems is
down?

- Lost customers, sales, money, E .

- # 24X7 operations, 99.99% availability
Solutions

- Stand-by systems (warm or hot)

- Clusters

- Largely based on transactions

Failure

Computer hardware fails!

System software has bugs!!
Application programs have bugs!!!
System still has to be reliable

- Fall cleanly (maintain data integrity)

- Recover from transient errors

- Recover from application failure
- Recover after system failure




Data Integrity

Business has rules about its data

- Money must always be accounted for

+ Seats cannot be sold twice or lost

Easier if system never failsE

- But still may be complex & difficult

Transactions aim to maintain integrity despite
failures

Transaction Systems

Efficiently handle high volumes of requests
Avoid errors from concurrency

Avoid partial results after failure

Grow incrementally

Avoid downtime

And E never lose data




Ancient History

Earliest transaction systems

- Airline reservations (19600)
SABRE 300,000 devices,
4200 requests/sec
custom-made OS
Banking, government and other very large
systems (19700)
CICS, IMS, COMS, TIP
Large (expensive) mainframe computers

Middle Ages

UNIX systems (1980GE )

TP monitors
Tuxedo, TopEnd, Encina, CICS, E
Object Transaction Monitors
Databases
Oracle, Sybase, Informix
Mainstream commercial computing
Coexisting with mainframe TP




Modern History

Commodity transaction processing
- MTS, COM+, sys.trans from Microsoft
- UNIX TP ports

Tuxedo, Orbix, Web Logic, E
- J2EE app servers
- WS_Transactions
- SQL/Server, Oracle, E

Pervasive commodity technology
Still on mainframe & Unix as well

Future

Web Services transactions

- Standard, open transaction protocols
- Tightly-coupled (ACID)

- Loosely-coupled (long-running)
Transactions (of some kind)

- Within distributed applications

- Between organisations

- AcCross business processes




Recall: What is a Transaction?

A complete, indivisible business operation
- Book a seat

+ Transfer money

+ Withdraw cash

- Sell something

-~ Borrow a book

Recall: ACID

Mostly used for local transactions
- Short duration
+ Trusted participants

Systems must pass the ACID test
+ Atomic

+ Consistent

+ |solated

+ Durable




Distributed Transactions

Now do all this across multiple computer
systemsE

- Geographically dispersed
- Multiple application servers
- Multiple database servers

All working together

+ A single transaction can use all of these
resources

- Full ACID properties still maintained
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Distributed Transactions

What happens when a transaction updates
data on two or more systems?

Transaction still needs to be atomic
+ All updates succeed or all falil

But systems can independently fail and
recover!

+ Transaction manager (TM) keeps track and
coordinates changes using

No Distributed Transactions?

Updates can be lost and data can become
inconsistent when systems fail and recover

Withdraw $100

/ Deposit $100
\\

Sydney Melbourne
Withdraw $100 Deposit $100
Commit *System fails*




Two Phase Commit

Transaction manager coordinates updates
using two phases

Phase 1

- Asks all involved to prepare to commit

Phase 2

- Asks all involved to commit

Transaction manager always knows the state
of the transaction

Phase 1

Transaction manager asks all participating RMs
(resource managers) to prepare to commit.

- RMs save their intended changes and then say @esdf they
can promise to commit.

- Any RM can say @00
- No RM actually commits yet!

If all RMs said @esQgo to Phase 2.

If any RMs said @oQtell everyone to abandon their
intended changes.




Phase 2

Transaction manager asks all participating
resource managers to go ahead and commit
their changes.

Can now recover from failure

RM knows what transactions were questionable at
point of failure

TM knows whether transactions succeeded or
failed

Two Phase Commit
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2PC Protocol - State Diagram
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Transaction Managers

Just what iIs a TM?

Can be part of the database software
Updating multiple Oracle databasesE

Can be part of a @ansaction monitorO
CICS, Tuxedo, J2EE app server, E

Can be stand-alone
MS DTC, X/Open model




Distributed Transactions

Multiple Transaction Managers
- One per node (computer) involved, looking after their local
resource managers
- TMs cooperate in distributed transactions

Produces transaction trees
Each TM coordinates TMs below it
- One root TM (where it all started)
New branch when apps invoke code or access a resource
on a new node
- Transactional context passed down to new nodes when
they are enlisted

Transaction Trees
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X/Open Standards

Standard distributed transactions model and
interfaces

XA: TM to RM (all that remains now)

TX: Application to TM

Application program

SQAL,% N(A

XA -
’_r Resource manager <«— | Transaction manager

Resources?

Much more than just databases
- ATMs, printers, terminal responses, E

- Can only issue cash or print cheque if transaction
is successfulE

Code here faulty regardless of whether @ispenseCtode
is inside or outside of the transaction

Begin Begin
update account update account
dispense cash Commit
< **Crash** : >
Commit dispense cash




Resources

Older TP systems supported files, printers,
terminal output, data comm

~ App wrote output normally

+ OS/TP deferred actual output until transaction
committed

+ Close linkage between OS and TP
Now application problem?

+ Write to database for background app?

- Use transactional message queues?

+ Transactional file systems?

TP Monitors

Mainframe transaction processing (TP)
+ CICS, IMS, COMS, TIP, E

+ Terminals, batch input

+ Screen formatting

- Message-based with @ansaction code routingGo
get to right application
Re-born through move to XML & Web Svcs
- Normally use Gtateless applicationsCor scalability
Still dominant model for Tx programming




Transaction APl Models

Client-side transaction control
Explicit begin-transaction
Explicit Commit/Abort
Server-side transaction control

Perform one complete business transaction in
each call (declarative)

Tx_begin Dim acc = new Account
Call withdraw(accno, amount) Account.transfer(accfrom,
Call deposit(accno, amount) accto,
SQL insert into audit E . amount)
Tx_commit

Application API models

Message-based
Route by transaction code (eg BKFLT)
- Very flexible, returns another message
Re-born with XML and Web Services
Procedure & method calls

Calling transactional procedures or methods with
parameters & return values




Component Models

Dominant model (today)

+ Microsoft with MTS & COM+ (Ent Svcs)

- EJB Session Beans

Call methods on remote components

+ Look like objects to clients

* Normally stateless models
Qust-in-timeQbjects

Declarative

+ Transactional-ness is an attribute

* No coding required

Stateless Transactions vs. Sessions

Stateless

© server responds to a request without knowing about

previous requests in order to respond.

- Example: a simple web page request (previous

requests are irrelevant)

Session
- Sessions have a state

-~ Outcome of a transactions might depend on

previous transactions
- Example: Booking Systems




TP Implementation

What are transaction programs?

- Small ©ne-shotGexecutable programs?
+ Application programs fed from queue?
- Libraries called from a process?

- Libraries called from threads?

Answer has an effect on performance,
integrity and management

One-shot Programs

Old-style solution (CICS, TIP, E )

Schedule application to run when transaction
request arrives

- Start app, process request, terminate

- Single function per application

OS/TP monitor support for

- Fast application start-up
+ Application recycling (reduce overheads)




TP Processes

Client bound to server process
+ Queue of requests for each server
Run multiple server instances to increase capacity

Problems?
Fast, critical transactions delayed?

Unequal server load possible
Static allocation of clients to processes
Dynamic allocation needed too?

TP Process

Server
processes

| Server
objects
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Waiting requests

g
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Process Example
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Thread pool inside a server process
No binding from client to thread
Objects live in process address space
- Threads have access to all objects
+ Queue of requests shared by all threads
No need for load balancing
No idle/busy processes




TP Threads
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Request Integrity

What happens to requests on failure?

- Unprocessed requests sitting in queues
Transactions only ensure data integrity

- Incoming requests can be saved to disk

- Fetch request operation included as part of
transaction
Undone and request re-queued on failure
Need to avoid failure loops!
Easy recovery from transient errors

+ Another reason for reliable messages

Response Integrity

Are responses part of transaction?
- Rolled out if transaction fails

- Recovered and sent after system recovery if
committed?
Is this reasonable? Sent to who??
Just discard?
Need feedback to know if delivery succeeded

Just what does the operator see/do?
+ Wait? Retry? Check success?

Idempotency! (repeatable operations)




Nesting Transactions?

Building transactions from other transactions
Transfer made up from withdraw and deposit
transactions

@®lested transactionsO
Transactions inside transactions
Rarely implemented in commercial products
JIT server-side transactions instead?
Create a transaction whenever needed

Just-in-time Transactions

Declarative programming model
Used by COM and EJB
@equiresCattribute on method

Run in existing transaction if there is one
Start new transaction otherwise
@quires newCattribute

Start a new independent transaction even if already in a
transactional context




Nested Transactions

Function transfer(src, dest, amt)
tx_start
withdraw(src, amt)
deposit(src, amt)
tx_commit

Function withdraw(src, amt)
tx_start
EE ..
Tx_commit

Function deposit(dest, amt)
tx_start
EE ..
Tx_commit

Nested Transactions

(all marked as @equiresGransaction)

Function transfer(src, dest, amt)
withdraw(src, amt)
deposit(src, amt)

Function withdraw(src, amt)
EE ..

Function deposit(dest, amt)
EE ..

JIT Transactions

Outline

Distributed Transactions
Implications of Distributed Transactions




Impact of transactions @hitie<O

Transactions make programming much
simpler

+ Very like traditional IS development

They make reliability easy

But what about performance, availability?

ACID In Practice

Atomic & Isolated & Durable

- Implemented largely by resource managers,
coordinated by TMs

 Using locks and logs in each RM for Atomicity
- Using locks in each RM for Isolation

+ Using logs in each RM for Durability

+ All coordinated through 2PC




Lock Impacts

Problems with locks
Blocking: Short duration transactions needed
High degree of trust needed

Locks affect performance
@\l computers wait at the same speedO
Waiting 10ms always takes 10ms

Can result in single-threading

Concurrent transactions waiting for access to the same
resource & so serialising

Application design problem

Locks also introduce new problems
Deadlocks! Waiting for locks!

Lock Performance

Blocking on locks always undesirable

Remove @ot spotsO
Frequently used shared data

+ @ext entryCrounters, summary information, end of file

pointers
Avoid altogether if possible

Cache high contention data outside database (and

serialise access & handle consistency)

Reduce (Qath lengthO
# of statements run with locks held
Obtain locks as late as possible
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2PC Impacts

Commit takes a long time

+ At least 4 cross-network messages, from time lock
taken till time commit outcome known and lock
released

Other transactions are blocked for a long

time

- Must trust coordinator to be prompt, and to abort if
other participants are delaying

More 2PC impacts

2PC has been called an navailability
protocolO

If the coordinator fails at the vrongQtime,
participants can remain blocked indefinitely
- Unsure of transaction outcome

- In practice, make euristicOdecision and fix it
later (manually)




Impact of transactions

ACID transactions are only suitable among
closely coupled systems

-~ They trust one another
- Communication is fairly fast and very reliable
In a cluster

Among closely-collaborating industry
partners

In other situations, use @xtended transaction
modelsO

Extended Transactions

Check-in/Check-out applications
- CAD, source code, E

-~ Checking in a number of related changes
Should be atomic and isolatedE
Move from one consistent version to next

Application/business integration
- Increasing with Web Services

- Distributed transactions across organisational
borders




Sagas & Compensation

Extended model for atomicity only

Define long operation as a series of smaller
ACID transactions

- Define @ompensatorCor each one
Semantic @ndoCor completed operation
Cancel order, put goods back on shelf, E

-
SN CIRCON G

Sagas & Compensation

On failure
- Abort current transaction/operation

- Run compensators for some or all completed ops
In reverse order of execution

O-0O-@O-O




Compensators

No isolation E

Avoids problems of long duration locks and
malevolent lockers

But committed data visible to other transactions
Can cause corruption and compensator failures

Assumes that compensators work!
Never fail themselves
Can be very hard to write as no isolation

Business Transactions

Compensation model used for @ansactionGsupport
in workflow engines/standards

BizTalk Server, BPEL4AWS, WS-BA

Assume loosely-coupled autonomous applications, possibly
across organisational borders

Support for compensators
Defined transaction scope
Automatic compensator invocation
Do not have to undo everything

Some help with atomicity
Tries to undo incomplete transactions




